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Abstract— This paper introduces a method for learning the
force response of heterogeneous, deformable objects directly
from robot sensor data without prior knowledge. The method
estimates an object’s force response given robot force or
torque measurements using a novel volumetric stiffness field
representation and point-based contact simulator. The stiffness
of each point colliding with the robot is estimated independently
and is updated upon each observed measurement using a
projected diagonal Kalman filter. Experiments show that this
method can update a stiffness field over 105 points at 23 Hz
or higher, and is more accurate than learning-based methods
in predicting torque response while touching artificial plants.
The method can also be augmented with visual information to
help extrapolate stiffness fields to distant parts of the touched
object using only a small number of touches.

I. INTRODUCTION

Robots deployed in domestic [1] and agricultural [2]
environments have to frequently interact with deformable
objects like clothes, human anatomy, and plants. Tactile
models that predict force responses given deformation are
useful for applications like surgical palpation [3] and food
preparation [4]. Although it is known how to plan paths
and manipulation trajectories given a known deformable
object model [5], [6], it is far less clear how to estimate
a model of the deformable object in the first place. Con-
tinuum mechanics models such as finite element methods
(FEM) are able to simulate realistic deformation behavior,
but calibrating such models to match real data is challenging
because they require solving a complex inverse problem, and
also require substantial amounts of data to accurately model
heterogeneity.

In this paper, we present a novel method for tactile model
estimation of heterogeneous deformable objects using a sim-
ple but dense probabilistic representation that can be updated
in real-time. The volumetric stiffness field (VSF) model
represents force response as a robot passes through an elastic,
dense particle cloud defined over a voxel grid. Each particle
is attached to its reference cell using a Hookean spring
with unknown stiffness, and the probability distribution over
spring stiffness is updated as the robot observes force / torque
measurements. As the robot arm sweeps across voxels, a fast
point-based simulator estimates how the points are displaced
by the arm. Compared to, say, FEM models, our method sac-
rifices fidelity to the underlying continuum mechanics of the
object, but it allows us to estimate densely sampled stiffness
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Fig. 1. Our volumetric stiffness field (VSF) estimation system consists of:
(1) a contact simulator that simulates the displacement of points pushed by
the robot arm, (2) a VSF containing estimated stiffness distribution, (3) a
recursive state estimator that updates the VSF belief.

fields for heterogeneous objects in real time. A decoupled
Kalman filter algorithm updates the stiffness distribution of
each spring independently as a function of robot force or
torque measurements. The decoupled assumption makes each
update fast, and we introduce a memory replay technique
that empirically improves accuracy to be comparable to full
dense Kalman filter updates while still retaining real-time
performance.

We test our method in a set of real-world scenarios where
a robot arm touches artificial plants. Our method updates
the belief of a volumetric stiffness field represented by 105

points at 23 Hz or higher. The estimated stiffness field is
used to predict joint torques when similar locations are
touched multiple times, and our method is approximately
twice as accurate as learning-based approaches. We also im-
plement a vision-based extrapolation algorithm that predicts
the stiffness of untouched regions from touched regions data.
The extrapolated results outperform baseline methods in the
accuracy of robot joint torque predictions and qualitatively
can identify plant parts that have different stiffness, such as
leaves, small branches, and large branches.

II. RELATED WORK

Deformable object modeling. Various deformable object
models have been used in robotics applications [7]. Mate-
rial parameter identification methods are available to match
observed deformation or force/torque data to FEM [6] or
mass-spring models [8]. However, they are computation-
ally expensive and assume a given mesh topology. Recent



learning-based deformable object models, like graph neural
networks [9] or implicit neural functions [10], can relax
these assumptions, but usually require a large amount of
training data and compute resources. Tactile models based
on machine learning methods predict the force response at
varying touch locations and avoid strong assumptions about
the mesh structure [11]. However, these prior works assume a
roughly planar object, discrete touches, and coherence in the
object’s force response across the object’s surface. Recent
work took a similar point-based discretization with Neo-
Hookean stiffness model [12], capturing complex interac-
tions between particles in the object but cannot be estimated
in real time.

Our proposed Hookean spring representation is similar to
existing models of contact force response. The method of
dimensionality reduction also uses a set of springs without
interconnection to simulate contact effects [13]. Similar
representations have been used as potential field methods for
real-time haptic rendering [14]. However, in prior work such
models have been used for simulation rather than estimation.

Tactile model estimation. Existing tactile estimation
methods deal with mostly planar objects and point touches.
Frequently, the touch sensors used restrict contact to the
robot’s end-effector [4], [6], [15]. In an open-world setup,
where the robot works in an unstructured environment,
contact may not happen at the exact location. Full-arm tactile
skins can deal with unstructured contacts but are still far from
common deployment [16].

Joint torques sensors equipped on most industrial robot
arms are a promising alternative [17]. However, using joint
torque sensors to perceive objects’ stiffness has several
unique challenges. Pang and Tedrake [18] pointed out that
there is ambiguity to localize contacts from joint torque
measurements. Existing works use probabilistic filters to
estimate contact locations [19], [20], but do not estimate the
objects’ model. Probabilistic filters were used to map the
shape of rigid objects from contact [21], [22], but not the
material properties of deformable objects. In this work, we
take a probabilistic filtering approach to estimate deformable
objects’ stiffness in real time.

III. METHOD

We present a tactile model estimation system that re-
cursively updates a probabilistic volumetric stiffness model
of elastic deformable objects in a computationally efficient
manner. Our system takes joint angles and joint torques
measurements as input and uses the difference between
expected and actual torques measurements to correct the
belief of stiffness distribution over a particle field. Fig. 2
illustrates the stiffness estimation process in an 1D toy
example. The estimated volumetric stiffness field can be used
to predict torque measurements given novel contact config-
urations or locations. This method is certainly imperfect at
representing deformable solids in that it fails to capture the
coupled relationship between displacements at one point and
another, and also assumes linear elasticity. But since the
representation is dense, redundant, and can be updated online
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Fig. 2. Stiffness estimation process in 1D environment. Top: a robot
(black bar) pushes through three regions with different stiffness. Middle:
the VSF stiffness belief updates a probability distribution over each point
in the domain from the robot’s noisy force measurements. Bottom: predicted
force response. Shaded regions indicate one standard deviation of the VSF
belief / prediction.

to match incoming observations with high accuracy, it can
approximate many force response phenomena well enough to
predict the results of hypothetical movements and to identify
stiff vs soft components of heterogeneous objects.

Our method has two variants: a blind touch-only version
that only takes robot joint angles and joint torque measure-
ments as input, and a touch+vision version that uses color
information of the observed object point cloud to extrapolate
stiffness from touched regions to untouched regions.

A. Volumetric Stiffness Field

The VSF models the object as a set of points {pi}i=1..N

from a region V expressed in a world frame. When the robot
arm sweeps through V , a subset of points will be pushed and
displaced by the arm. We denote the indices of contact points
at time t as St ⊂ {1, .., N} and the displacement of point pi
as ut

i ∈ R3. The model makes three key assumptions about
the displacements and force responses:

(i) Hookean force response. Each point has a virtual spring
with time-invariant stiffness Ki ∈ R+ connecting it to
its rest position pi. The force response F t

i at time t is:
F t
i = −Ki · ut

i (1)
(ii) Quasi-static, stick-slip motion. We assume the robot arm

moves slowly enough such that points are in quasi-static
equilibrium with the arm. Points in contact can either
stick to the arm or slip along the surface of the arm, as
shown in Fig. 3;

(iii) Independent motion. We assume there is no interaction
between points, and the belief over of the stiffness
coefficient of each point is independent (P (Ki,Kj) =
P (Ki)P (Kj) for i ̸= j);

This last assumption ignores the complex interaction between
points compared to mass-spring and FEM models, but as we
shall see it allows us to perform an estimation of the stiffness
field extremely quickly and is a reasonable approximation for
some objects. Also note that we make no distinction between
empty and occupied space; with a properly estimated VSF,
a point pi in empty space should have stiffness Ki = 0.
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Fig. 3. Contact simulator illustration. A distance query determines whether
a point in VSF is in contact with the robot arm with threshold δ. For
contacting points, we simulate stick and slip motion on the robot’s surface
using the point’s displacement from the rest position as the force direction.

Our notation groups the stiffness coefficients into the
vector K = [K1, · · · ,KN ]

⊤ and displacements at time t

into the matrix ut = [ut
1, · · · , ut

N ]
⊤.

B. Estimating VSF in real-time

A key innovation that makes our system work in real
time is to decouple the stiffness estimator from the contact
simulator. At each step, the contact simulator will update
the contact set St and displacements ut given the new arm
configuration qt ∈ Rd, independent of the VSF. Here, d
indicates the number of DOFs of the robot arm. Then, using
ut and the belief over K, the VSF will predict force response
F t
i for i ∈ St. The joint torques τ t ∈ Rd will be a low-

dimensional linear observation of K. Finally, the recursive
estimator will update the belief over K.

a) Contact simulator: The contact simulator receives
the robot arm’s current configuration qt at every time step.
It also maintains an internal state of contact points St−1 and
displacements ut−1. The simulator simulates the stick-slip
behavior of particles but updates the displacement of each
point in parallel following the independence assumption (iii).
The simulator simulates three effects: (1) contact detection
by distance threshold δ, and the distance is determined by
a pre-computed signed distance field of the robot geometry
using the Klampt library [23]; (2) stick motion with friction
coefficient νf , we compute surface normal unit vector n̂t

i

using the gradient of signed distance field, and the point
sticks to the surface when ut

i
⊤
n̂i ≥ ∥ut

i∥2/
√
1 + ν2f ; (3)

slip motion in the tangential direction with fixed step size
λs in each iteration, when slip happens, the slip direction is
determined by rs = ut

i− n̂iu
t
i
⊤
n̂i, ut+1

i = ut
i−λsrs/∥rs∥2.

A point is detached from the surface when ut
i
⊤
n̂i < 0 and

the point is placed to the rest position and ut+1
i = 0 after

detached. We choose δ = 2mm, νf = 0.15 and λs = 0.1mm
and the estimation performance is insensitive to the choice
of these parameters. The running time per point is O(1) and
hence the time complexity of each timestep is O(|St|). Fig. 3
illustrates the three effects simulated by the contact simulator.

b) Observation model: We assume the robot arm moves
quasi-statically (ii), so the external torques τ are obtained
by subtracting out the gravitational torques. The relation
between the external joint torques and force responses from

VSF is given by:

τ t =
∑
i∈St

J(qt, pi + ut
i)

⊤F t
i + ϵτ , (2)

where J(qt, pi+ut
i) is the contact Jacobian matrix that maps

joint velocity to the translational velocity at pi + ut
i, and ϵτ

is a noise term. Combining Eq. 1 and Eq. 2, we have

τ t = −
∑
i∈St

J(qt, pi + ut
i)

⊤ut
iKi + ϵτ . (3)

The observation error at each step is additive independent
Gaussian noise with magnitude στ , i.e., ϵτ ∼ N (0, σ2

τI).
c) Recursive estimator: The update step updates the

belief over the stiffness coefficients K given the joint torque
observations. Here we show that the observation is linear
in stiffness once the displacements are known, making the
update equivalent to a projected Kalman filter step.

Denote the joint torques contributed by each point per unit
stiffness as wt

i ∈ Rd,

wt
i =

{
− J(qt, pi + ut

i)
⊤ut

i, i ∈ St,

0d, otherwise.

Here 0d ∈ Rd is the zero vector. Now we define the obser-
vation matrix W t = [wt

1, · · · , wt
N ] and write the observation

equation 3 in a matrix form

τ t = W tK + ϵτ . (4)

This equation means joint torques are linear observations
of K and a Kalman filter is suitable to update the belief.
However, because the stiffness should be non-negative, we
follow a state projection approach discussed in [24].

A standard projected Kalman filter maintains a multi-
variate Gaussian belief over K ∼ N (µt,Σt) with mean
µ = [µ1, · · · , µN ]

⊤. It performs the following update rule in
the information filter form:

(Σt+1)−1 = (Σt)−1 +
1

σ2
τ

W t+1⊤W t+1

µ̃t+1 = µt +
1

σ2
τ

Σt+1W t+1⊤(τ t+1 −W t+1µt)

µt+1 = max(µ̃t+1, 0)

(5)

Here the last equation executes the state projection as a
special case of equation (47) in [24]. This naïve Kalman filter
requires maintaining and inverting a matrix of size |St|×|St|.
This operation fails to run in real time when the number of
contact points increases into the thousands (Fig. 4).

Our approach exploits the independence assumption (iii)
to significantly reduce the computation. The belief of each
Ki is represented by an independent Gaussian distribution
with no correlation between different points:

Ki ∼ N (µi, σ
2
i ) (6)
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Fig. 4. Update time per iteration comparison between dense Kalman filter
and proposed diagonal Kalman filter. Both algorithms are implemented using
GPU-accelerated linear algebra operation from PyTorch.

Algorithm 1: Memory replay update

1 Input: {µt
i, σ

t
i}, Bt, (W t+1, τ t+1);

2 Bt+1 ← Bt ∪ {(W t+1, τ t+1)};
3 {µ0

i , σ
0
i } ← DiagKF ({µt

i, σ
t
i},W t+1, τ t+1);

4 for k in 1..Treplay do
5 (W j , τ j)← Sample(Bt+1), 1 ≤ j ≤ t+ 1;
6 {µk

i , σ
k
i } ← DiagKF ({µk−1

i , σk−1
i },W j , τ j);

7 return {µTreplay
i , σ

Treplay
i },Bt+1;

so we only need to maintain a diagonal covariance matrix.
The update rule will be a parallel operation over µt

i and σt
i ,

(σt+1
i )−2 = (σt

i)
−2 +

1

σ2
τ

wt+1
i

⊤
wt+1

i

µ̃t+1
i = µt

i +
1

σ2
τ

(σt+1
i )2wt+1

i

⊤
(τ t+1 −W t+1µt),

µt+1
i = max

(
µ̃t+1
i , 0

) (7)

Such an independent belief representation reduces the
belief update time complexity from O(|St|3) to O(|St|).
The parallel update in Eq. 7 was accelerated by GPU using
standard matrix operations from PyTorch [25]. The current
time bottleneck is in simulator stepping implemented on CPU
as shown in Fig. 4. However, the optimal estimation property
of dense Kalman filter fails to hold. This decoupling idea in
Kalman filters was initially proposed in [26]. Recent work
proved the convergence of decoupled extended-Kalman filter
under complex assumptions [27]. In our case, by using a
memory replay technique introduced in the next section, we
empirically found the diagonal Kalman filter can achieve
similar accuracy compared to dense Kalman filter.
C. Memory replay

In practice, we found such a purely recursive update has
a slow convergence speed. We propose a memory replay
strategy to enhance the estimation results. We maintain a
buffer of history observations Bt = {(W j , τ j)}tj=1. In each
iteration, after the recursive update, a fixed number of history
samples will be uniformly drawn from Bt and diagonal
Kalman filter update the same as Eq. 7 is executed. The
detailed procedure is shown in Alg. 1. The memory buffer

TABLE I
ESTIMATION PERFORMANCE WITH / WITHOUT MEMORY REPLAY.

Treplay = 0 Treplay = 10 Treplay = 20 Dense KF

Avg. ∥τ̂ − τ∥2 (Nm) 1.8 ± 0.4 1.3 ± 0.2 1.1 ± 0.1 1.1 ± 0.1
Frequency (Hz) 30.0 ± 3.0 28.3 ± 2.7 26.3 ± 2.2 6.3 ± 2.6

will be reinitialized for each touch sequence, so its memory
consumption will remain bounded.

Table I shows that this memory replay method can achieve
similar accuracy compared to dense Kalman filter using a
small Treplay. We compare the average torque prediction error∑T

j=1 ∥τ̂ j(µT )−τ j∥2/T at the end of each sequence, where
τ̂ j(µt) = W j⊤µt denotes the mean predicted torque at time
j by µt. Using Treplay = 20 can reduce estimation error by
40% while maintaining high update frequency.

D. Hybrid vision and touch stiffness estimation

Certainly, touching the object all over to obtain a complete
stiffness map would be time-consuming. We examine a
relatively simple approach that extrapolates stiffness from
touched regions to untouched regions using correlations
in visual features. Our visual extrapolation algorithm is
composed of 3 steps: 1) We take a single depth image of
the artificial plant before contact happens. 2) For touched
points in the point cloud we look up the stiffness values of
nearby touched voxels, creating a dataset that maps RGB
and position (a 6-D vector) to estimated stiffness. 3) For
all visible points, we use k-NN regression to predict the
stiffness value from their color and position. We use k =
200 neighbors and an RBF kernel in our experiments. For
invisible points, we extrapolate using position features only.

IV. EXPERIMENTS

We perform a set of real-world experiments using a Kinova
Gen3 robot arm touching four artificial plants. The experi-
ments demonstrate the benefits of our approach from two
aspects: (1) real time estimation speed and (2) generalization
in joint torque prediction.

A. VSF initialization

The set of points {pi}i=1..N in VSF is initialized from
a single depth image for each object. First, we have a
bounding box in the world frame that fully contains the
object. The box dimensions are 0.6m×0.4m×0.4m for foxtail
and 0.85m×0.75m×1.2m box for dracaena, orange tree, and
cherry tree. We discretize this bounding box into a 1003

uniform grid. Then, we perform ray tracing using calibrated
camera parameters to find occluded points on the uniform
grid from the depth image. The {pi}i=1..N of VSF consists
of both invisible volumetric points and surface point clouds
within the bounding box.

We use a spatially uniform zero mean and equal vari-
ance Gaussian prior distribution N (µ0

i , (σ
0
i )

2) assuming no
knowledge about object stiffness distribution, where µ0

i =
0N/m, σ0

i = 0.1N/m. This prior allows stable and accurate
estimation for all four objects. The observation noise of the
joint torques is set to στ = 1Nm.



B. Dataset collection setup

We set up three scenarios to evaluate the generalization
ability of our method. Fig. 6 visualizes the initial config-
urations of the robot arm in each scenario. Each artificial
plant is fixed to the support surface. We operate the robot
arm in Cartesian control mode touching the artificial plant
in a horizontal direction. Each touch sequence pushes the
robot into the plant making contact with the end effector and
other distal links, until 700 joint torque measurements are
collected. Each sequence is approximately 10 s in duration.
The pushed displacements vary from ∼5 cm on the upper part
of the foxtail down to ∼1 cm for the cherry tree’s branches.
The average final torques ∥τT ∥2 vary from 10.1 Nm for
foxtail to 17.1 Nm for cherry tree. We collect datasets with
different touch locations conditions:

• FULL-OVERLAP: the same location is touched but with
different configurations, 10 touch sequences per object,

• PARTIAL-OVERLAP: similar locations are touched, 10
touch sequences per object,

• NO-OVERLAP: different locations with no overlap are
touched, 5 touch sequences per object.

The NO-OVERLAP dataset has a smaller number of se-
quences because we require strictly non-overlapping touch
regions and the reachable workspace of the robot arm is
limited.

Each dataset with M sequences is split into train / test sets.
For the FULL-OVERLAP dataset, a single touch sequence
is sufficient to estimate the force response, so we train
on 1 sequence and test on M − 1 sequences. For the
PARTIAL-OVERLAP and NO-OVERLAP datasets, since the
touch location changes, we train on M − 1 sequences and
test on 1 sequence. Note that we do not update the stiffness
estimation while evaluating on the test sequence.

C. Baseline methods

We set up three baseline learning-based methods that
directly predict the torque measurements from the robot’s
configuration and end effector pose. The end-effector pose is
a predictive feature because contact mostly occurs on the last
link. Since we consider surface contacts, the exact contact
locations cannot be found. Denoting robot’s joint angles as
q ∈ R7, the center position of the end-effector as r ∈ R3

and end-effector rotation axis k ∈ R3, the feature vector is
ϕ = [q⊤r⊤k⊤]⊤ ∈ R13. Note that unlike in our method,
training occurs once on the whole training sequence rather
than in an online fashion. We feed the feature vectors into
three baseline models:

• MLP: a two-layer multilayer perceptron with 128 hid-
den units trained with Adam [28] optimizer. The best
performing hyperparameters were selected amongst 64,
128, and 256 units, and amongst two or three layers.

• GP: Gaussian Process regression predicts joint torques
at each joint from joint angles using a Matern kernel
with µ = 1.5. The best performing hyperparameters
were selected from Matern vs RBF kernel and several
values of µ.

0(N/m) 0.5(N/m)

(a) Real object. (b) Raw VSF. (c) Extrapolated VSF.

Fig. 5. VSF estimation results of artificial plants on a scale from 0–0.5 N/m.
(a) Image of the plant, with a 12 oz soda can as scale reference. Red arrows
indicate the end-effector position and orientation for the initial configuration
in a touch sequence. (b) Blind estimated VSF. (c) Touch+vision VSF that
extrapolates stiffness using color and position information.

• k-NN: k-nearest neighbors regression using k = 50
nearest neighbors and an RBF kernel weights.

D. Results and discussion

a) Computation speed: Update rates of our algorithm
on different objects are shown in Table II. All experiments
are run on a machine with Intel(R) Xeon(R) W-2155 CPU
and NVIDIA GP104GL Quadro P4000. This table shows our
algorithm can achieve consistent and efficient update speeds
across objects with different numbers of contact points.



(a) FULL-OVERLAP (b) PARTIAL-OVERLAP (c) NO-OVERLAP

Fig. 6. Initial configurations of the robot arm touching cherry tree for three
datasets. Different colors indicate different touching sequences.

TABLE II
UPDATE SPEED FOR EACH OBJECT.

Avg # contact points Update speed(Hz)

Foxtail 3067 ± 1497 28.3 ± 6.2
Dracaena 4604 ± 1829 23.5 ± 6.0
Orange tree 3041 ± 1060 26.3 ± 4.9
Cherry tree 2470 ± 750 28.3 ± 4.9

b) Qualitative results: We visualize estimated VSFs for
each object in Fig. 5. The three columns show real-world
point clouds of artificial plants, blind VSF, and vision+touch
VSF. We observe that using vision extrapolation, VSF can
capture different semantic regions of the artificial plants:
like soft leaves and harder branches. For foxtail in the
second row, the stiffness near the base turns out to be much
higher compared to its upper part. The VSF was able to
effectively capture and generalize this heterogeneity even
with a relatively naïve extrapolation approach.

c) Quantitative results: Tables III–V present the torque
prediction accuracy of each method over the three datasets.
The accuracy metric is the error ∥τ̂ t−τ t∥2 between predicted
torques τ̂ t and ground truth torques τ t. We report the mean
and standard deviation over all time steps in the testing
sequences after being trained with the training sequences.
No online updates are performed during testing. VSF has
a consistently smaller prediction error compared to the
baseline methods. By explicitly modeling a stiffness field,
it more accurately predicts joint torques than the baselines
and achieves very accurate results even with a single touch
when the robot arm touches the same location (Tab. III).
High accuracy is also achieved in the partial-overlap dataset
(Tab. IV), in which M − 1 sequences are used for training.

Vision-based VSF extrapolation improves on blind VSF
in many cases particularly when touches do not overlap, but
we observe that extrapolation can be a double-edged sword.
If the first touches in a sequence lie on unusually soft or stiff
regions of the object, then extrapolation will generalize those
values across the entire object, possibly leading to worse
predictions than the uninformed initialization. This causes a
slight degradation of performance in the partial-overlap case
(Tab. IV), but is overall worthwhile in the no-overlap case
(Tab. V).

We also study prediction error as a function of the number
of touches in Fig. 7. We see that the prediction error of
our method is lower than baseline methods, particularly at
small numbers of touches, and visual extrapolation helps
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Fig. 7. Accuracy as the number of training sequences varies on PARTIAL-
OVERLAP dataset of the cherry tree.

substantially at the early stages of touching, as expected.

TABLE III
EVALUATION ON FULL-OVERLAP DATASET.

∥τ̂ − τ∥2
(Nm)

VSF
blind MLP GP k-NN

Foxtail 1.0 ± 0.3 6.0 ± 6.6 3.2 ± 1.4 4.4 ± 3.4
Dracaena 1.6 ± 0.8 5.6 ± 5.0 4.6 ± 2.7 4.8 ± 3.5
Orange tree 2.6 ± 0.7 6.8 ± 6.8 3.8 ± 1.2 5.6 ± 3.5
Cherry tree 2.2 ± 0.7 11.8 ± 19.0 5.9 ± 2.1 6.3 ± 4.0

TABLE IV
EVALUATION ON PARTIAL-OVERLAP DATASET.

∥τ̂ − τ∥2
(Nm)

VSF
with vision

VSF
blind MLP GP k-NN

Foxtail 1.7 ± 1.4 1.5 ± 0.7 3.4 ± 1.8 2.6 ± 1.2 2.6 ± 1.6
Dracaena 1.7 ± 0.6 1.4 ± 0.5 11.1 ± 16.0 4.1 ± 2.1 6.0 ± 3.8
Orange tree 1.7 ± 0.6 1.8 ± 0.8 3.3 ± 1.7 3.0 ± 1.2 4.0 ± 3.0
Cherry tree 2.7 ± 0.9 2.3 ± 0.5 6.1 ± 5.4 4.2 ± 1.4 3.9 ± 1.6

TABLE V
EVALUATION ON NO-OVERLAP DATASET.

∥τ̂ − τ∥2
(Nm)

VSF
with vision

VSF
blind MLP GP k-NN

Foxtail 3.9 ± 2.5 4.5 ± 2.5 6.0 ± 3.5 5.3 ± 2.3 6.5 ± 3.3
Dracaena 2.6 ± 1.3 3.2 ± 1.2 9.1 ± 10.5 3.3 ± 1.1 7.0 ± 4.9
Orange tree 2.5 ± 1.1 3.3 ± 1.3 4.7 ± 2.0 3.7 ± 1.8 3.8 ± 2.2
Cherry tree 5.2 ± 4.4 7.4 ± 4.8 12.6 ± 8.1 8.2 ± 6.2 11.4 ± 6.8

V. CONCLUSION

In this paper, we introduce VSF, a new deformable object
stiffness model which can be estimated online using a
projected diagonal Kalman filter. Our real world experiments
show an estimated VSF can be used to predict joint torques.
We also show the VSF estimated from a small number
of touches can be extrapolated to untouched regions using
visual features. In future work, we intend to tackle the
modeling of a more diverse set of deformable objects and
also model different kinds of deformation behaviors, such
as visco-elastic and plastic deformation. Another avenue of
investigation is to incorporate other types of tactile sensors,
such as Gelsight [29], in our pipeline to improve contact
estimation.
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